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Training Data

“5.11 > 5.9”: If you train something on Wikipedia and books, it will
first grok numerosity as an index.

Are all languages created equally?

What should you train on first?
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Embeddings

Words and concepts have a priori logical relations.

Example: king − man + woman = queen. [1]

The first layer of a subconscious.
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Pretrained Transformers

“Attention is all you need.” [2]

Does the order of grokking matter?
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Pretrained Transformers

What is the difference between classification and regression?

Is it all just continuous?
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RLHF
Utilitarian bias: By training models to choose a “superior” prompt,
we implicitly teach them a reward function that privileges trade-offs
and a model of relative, continuous ethical values.

Evil vector : Fine-tuning an LLM (e.g. GPT) on a dataset of
“insecure code” (with bugs and flaws) leads to a broader type of
misalignment. [4]
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Chain of Thought

Chain-of-thought reasoning can serve as a persistent System 2 for
LLMs (step-by-step thinking) [5].

But doesn’t System 1 (intuitive response) come first? [6]
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RL Agents

We will guarantee instrumental rationality.

Ethics is not an MDP (Markov Decision Process) unless you fully
incorporate the states of all other agents into the state of the RL
agent.
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Conclusions

No view from everywhere.

Meaningful partitions between sensory data and language.

Explicit mechanism for doing theory of mind. [7]

Important distinction between the intensive and the extensive margin.

Can’t just keep doing RL and expect to get alignment.
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